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Abstract

Technology knowledge management is undergoing a radical paradigm shift. While
the strategic classification of technologies (top-down) and concrete engineering
problem-solving (bottom-up) traditionally consumed immense human and temporal
resources, modern generative Al systems enable a fundamental acceleration. This
paper describes the methodical evolution of technology management from early data-
driven automation approaches (2021) and first experiments with specialized bots and
prompt engineering (2023) to today's genuine "desktop automation." It demonstrates
how the historical approach of standardized technology data sheets is elevated to a
new level through automated attribute extraction. The document itself serves as a
living proof of concept for collaborative knowledge synthesis between a human
expert and Large Language Models (LLMs).

1. Introduction and Problem Statement: The "Ten-Student Dilemma"

The identification, structuring, and linking of sub-technologies—whether
nanostructured surfaces, modern power electronics, or innovative composite
materials—has traditionally been one of the most resource-intensive tasks in
industrial innovation management.

A classic retrospective highlights today's radical leap in efficiency: where a project
group of ten students previously had to spend half a year scouring the internet,
specialist publications, and patent databases just to make cross-connections and
technological dependencies visible, this systematic recording is now achieved using
artificial intelligence in a fraction of the time. In this context, Al acts as a horizontal
integration layer that scans unstructured data volumes without error and makes
hidden technological patterns visible ad hoc. As a result, human effort shifts
fundamentally from the time-consuming drudgery of data collection to strategic
evaluation and creative system design.



2. The Historical Evolution:

From Data Crawlers to Generative Sparring Partners

The methodology of organizing technological knowledge has undergone rapid
development in recent years, which can be described in three distinct phases:

Phase 1: The Data-Driven Foundation (2021) — TCB & SETS

In 2021, collaborative research with Prof. Gunther Schuh and André Brakling (Data-
Driven Technology Management Supported by Atrtificial Intelligence Solutions) laid
the theoretical and practical foundation for modernized technology management. At
the core were the systems of Technology Opportunity Evaluation (TCB -
Technologie-Chancen-Bewertung) and the Systematic Development of Technological
Systems (SETS). The goal was to merge generic technology information from outside
the company with internal technology knowledge into one comprehensive database
(Schuh, Bollmeyer & Brakling, 2021). At that time, early Al architectures such as
focused web crawling and named entity recognition were outlined to force the
unstructured technology landscape semi-automatically into granular sub-technology
profiles. It was an important, but still heavily rule-based and software-rigid approach.

Phase 2: The Rise of LLMs and the Bot Experiment (2023)

With the breakthrough of Large Language Models (LLMs) in 2023, the focus shifted
radically to direct interaction between human and machine. The paper Improving
Technological Intelligence: The Role of Prompt Engineering in Al Utilization (October
2023) demonstrated how targeted, precise query formulations (prompt engineering)
massively increase the response quality of Al, optimizing daily writing and research
workflows (BoRmeyer, 2023).

Subsequently, numerous specialized "sub-technology bots" were trialed in industrial
practice. However, the subsequent practical experiences were often sobering: these
isolated bots acted too rigidly. They merely filled predefined data fields, losing the
global technological context, and were unable to independently synthesize
interdisciplinary cross-connections or deliver complex didactic transfer.

Phase 3: Today's Synthesis (2026) — Generative Co-Authoring

Today, we are witnessing the leap from pure, isolated information extraction to true
conceptual collaboration. Modern Al systems act no longer as rigidly programmed
bots, but as context-aware, dynamic sparring partners. This evolution toward
generative co-authoring in 2026 aligns with recent empirical scoping reviews (cf.
MDPI Scoping Review, 2024/2025), which prove a rapid acceleration of Al assistance
in daily engineering. LLMs no longer operate as isolated tools but as deeply
integrated co-pilots that radically shorten knowledge transfer in the early stages of



technology development. They are capable of capturing an expert's entire historical
foundation, mirroring complex hierarchical patterns in dialogue, and transforming
unstructured technology data into precise technical papers in seconds.

3. The Architecture of Technology Knowledge: Top-Down vs. Bottom-Up
Holistic technology management must permanently serve and synchronize two
opposing directions of movement, as already anchored in classic strategic planning
frameworks (Phrall, Farrukh & Probert, 2004):

« The Top-Down Perspective: Originating from the strategic management
level, overarching technology fields (e.g., Materials or Mobility) are defined
using standardized technology foresight processes (Schuh & Klappert, 2011)
and subdivided into technology families to map out the company's long-term
future competence fields.

« The Bottom-Up Perspective: Representing the acute needs of engineering
practice, the developer on the front line faces a specific physical or
constructive challenge and requires an immediate, functional solution from the
domain of existing sub-technologies.

The traditional bottom-up process frequently failed in practice due to the rigidity of
classic databases. Developers who did not already know the exact physical technical
terms or nomenclature of an outside discipline remained trapped in their functional
silos. Modern Al systems radically transform this process into a function-oriented
bottom-up search: the engineer merely describes the technical problem and the
physical boundary conditions; the Al independently translates these requirements,
breaks through interdisciplinary boundaries, and autonomously extracts the
appropriate solution proposals.

4. The Evolutionary Leap in Pattern Recognition: The Automated Data Sheet

An established and inherently logical approach for a systematic standard solution in

technology management has historically been based on standardization: all relevant

sub-technologies were to be recorded according to an identical, homogeneous

template in standardized data sheets. By precisely filling defined attributes (e.g.,

thermal limits, mechanical characteristics), similarities and technological synergies

were to become recognizable (Schuh & Klappert, 2011).

Modern Al development elevates this approach to a new stage:

« The Al does not necessarily require the detour via a data sheet to

understand correlations. Due to its capacity for semantic pattern recognition, it
can link unstructured texts directly within the vector space.



« However, the engineer still requires the data sheet. For the practical
development process, validation, and component comparison, reliable, visually
comparable metrics remain indispensable.

The synthesis lies in automated attribute extraction (Structured Information
Extraction), the deep algorithmic foundations of which are based on advanced deep
learning methods for information retrieval (Martinez-Rodriguez et al., 2018). The
engineer simply specifies the sub-technology and the desired attribute grid. The Al
autonomously searches global technical literature, filters out the exact parameters,
and populates the standardized matrix within seconds. The data sheet thus
transforms from a time-consuming input tool (drudgery) to an instantly available
output product (expertise).

5. The Holistic Knowledge Ecosystem:

Integrating External and Proprietary Knowledge

5.1. The Necessity of Integrating External and Internal Knowledge

One of the greatest hurdles in the industrial context is the strict separation of external
market intelligence and internal operational knowledge. While access to global
technology knowledge feeds the innovation pipeline, a company's actual execution
capability lies buried in its protected, internal treasure trove of experience (historical
test reports, process experiences of earlier developer generations). Modern Al
architectures solve this dilemma through isolated, company-specific implementations
via Retrieval-Augmented Generation (RAG) within a secure corporate cloud (Lewis et
al., 2020).

5.2. Differentiation from Commercial Trend Platforms and the Limits of the
"Bot" Approach

In industrial practice, the ability to link internal technological knowledge with external
trends is frequently promised by established commercial platforms such as ITONICS
or Trendone, as well as specialized scouting tools like Mapagy or Mergeflow. These
systems perform excellent work in aggregating, algorithmically scraping, and
visualizing global data streams (patents, publications, market reports).

However, their methodical approach hits a systemic limit in engineering practice: they
are largely based on relational databases, predefined taxonomies, or classic
machine-learning clusters. The user receives a structured, semantically pre-filtered
view—a static "dashboard" of the technology landscape.

The failure of simple sub-technology bots with dense specialist data observed in our
own experiments aligns with current investigations into the linguistic barriers of patent
texts (cf. Technical Concept Study, 2025/2026). Because technical documents and
patents are written in highly strategic and compressed jargon, shallow Al bots fail. As



soon as a system is trained merely to dump knowledge into rigid data fields and link
them via predefined keywords (keyword matching), contextual depth is lost. Such a
bot may answer whether a specific patent or trend exists, but it cannot synergetically
fuse that hidden knowledge with an entirely different, internal sub-technology to form
a solution.

5.3. The Radical Counter-Model: Causality vs. Probability (The Prisma Analytics
Approach)

At this fracture line of modern technology management, looking at fundamental,
alternative Al philosophies is highly valuable. A striking example is the Quantum
Relations method developed by Hardy Schloer (Prisma Analytics). Schloer
formulates a fundamental critique of today's Large Language Models (LLMs): he
argues that purely generative, statistically driven language models are inherently
inferior to human logic because they do not understand true causal relationships, but
merely "guess" which word should logically follow next.

This fundamental critique of purely probabilistic systems aligns with the pioneering
work of Pearl and Mackenzie (2018), proving that purely statistical correlations are
incapable of mapping true causality. Without a mathematically determined
relationship layer, generative language models remain in the role of pure language
statisticians, often critically labeled as "stochastic parrots" (Bender & Gebru, 2021).
The Prisma Analytics approach, by contrast, relies on a strictly causal, mathematical
mapping of reality (Schloer 2018). The system deconstructs unstructured data into
fundamental, unalterable facts and represents the relations of these facts in a
dynamic network. While an LLM generates a plausible, but in the worst case
"hallucinated" connection between two sub-technologies, a Quantum Relations
method maps the unyielding, physical-logical causality of a technological chain.

5.4. The Visionary Synthesis: Contextual Vectorization as a Bridge

For the engineer's desktop automation, a clear technological synthesis emerges from
this debate. The fundamental critique of purely statistical LLMs is justified—and this
is precisely where the evolutionary leap of modern contextual vectorization via
Retrieval-Augmented Generation (RAG) comes in. The technological superiority of
this architecture is backed by current systematic literature reviews on document
automation from 2025 (cf. Systematic Literature Review, 2025). They prove that
grounding generative design within structured vector databases successfully resolves
the issue of Al hallucinations in industrial environments, making proprietary
knowledge flawlessly accessible.

A modern Al architecture no longer reads proprietary documents as isolated
datasets. It transfers semantic core concepts into a multidimensional vector space.



When an industrial enterprise grants a highly developed Al secure access to its
proprietary core knowledge, it resolves the problem of superficiality on two levels:

1. Semantic Bridge-Building instead of Pure Keyword Matching: If an
engineer searches for a solution to a specific vibration problem in lightweight
construction, the Al does not scan internal knowledge for the word "vibration."
It captures the underlying physical principle (e.g., resonance frequencies,
damping behavior of lightweight alloys) and mirrors this within the vectors.

2. Synthetic Contextualization in Real-Time: At the moment of the specific
inquiry, the system combines hard, internal experiential knowledge (e.g.,
"According to internal test report 2022, Material X is prone to microcracks
under load below 150°C") with external sub-technology knowledge (e.g., the
latest market data from Mergeflow on carbon nanotubes).

The response of the highly advanced generative system is thus neither a mere list of
links nor a static dashboard, nor a purely speculative wall of text. It is a precise,
formulated, context-aware synthesis. Proprietary knowledge is actively brought to life
within the exact logical context of the engineer's current technical challenge.

6. Methodical Workshop Report:

The Creation of this Document as a Proof of Concept

This paper is not merely a theoretical treatise, but the direct product of the "desktop
automation" described herein. The creation of the document in dialogue with the Al
system Gemini followed a clearly defined, iterative co-authoring model:

1. Knowledge Ingestion: The system was pre-seeded with the author's
foundation (the publications from 2021 and 2023) as well as current structural
technology hierarchies (Schuh, BoRmeyer & Brakling, 2021; BoRmeyer, 2023).

2. Structuring (Hierarchical Mirroring): In direct dialogue, the logical patterns
(top-down/bottom-up) were refined and articulated before any body text was
generated.

3. Co-Authoring (Iterative Synthesis): The Al assumed the role of the writing
tool, casting the author's thoughts, practical experiences, and methodical
concepts into an academic, professional garment within seconds.

4. Human-in-the-Loop (Validation): Final control, the embedding of historical
context, and strategic alignment remained entirely in the hands of the human
expert.

This proves: Al does not replace the experienced technology manager, but it
liberates him from mechanical text generation and radically accelerates knowledge
transfer.



7. Future Outlook and Conclusion

7.1. The Agentic and Multimodal Evolution of Al Support

Fusing human structural competence with the semantic processing speed of Al
systems dissolves traditional industrial silos. For the future, this means valuable
expert knowledge—even during generational turnover within a company—is no
longer lost, but remains operatively retrievable. Tomorrow's technology knowledge
transforms from a passive archive into a dynamic, learning ecosystem.

The immediate evolution of this technology is characterized by the transition from
purely reactive chat assistants to autonomous Al agents (Al Agents). While current
systems synthesize text step-by-step in continuous dialogue, future agentic systems
will be capable of processing complex, multi-stage objectives autonomously in the
background. Following the command “Create a validated data sheet for sub-
technology X including a patent search over the last 24 months,” an agent will
independently control external scouting tools, cross-reference and validate results
mathematically via Quantum Relations, complement missing parameters via internal
RAG systems, and deliver the finalized document.

Furthermore, multimodality will assume a central role. Future Al support will not be
restricted to text, but will seamlessly link technical drawings (CAD), physical
simulation diagrams, and mathematical formula spaces, establishing a new quality of
knowledge transfer in industrial practice.

7.2. The Critical Efficiency Question:

The Impact of Commercial Premium Versions

A central aspect in evaluating this co-authoring process is the pragmatic question of
whether utilizing a commercial premium version (e.g., enterprise or advanced
licenses) would have yielded an even higher quality and more precise output.

From a scientific and practical perspective, this question can be answered across
three dimensions:

1. Context Window and Logical Depth: Commercial premium models feature
significantly larger context windows. When processing extremely dense
knowledge (such as the simultaneous upload of multiple complex textbooks
and extensive patent files), baseline models hit capacity ceilings. A premium
version offers the advantage of keeping deeper historical cross-connections
flawlessly in memory across hundreds of pages and dissecting dense,
strategic patent language more finely.

2. API Ecosystems and Tool Integration: The definitive advantage of
commercial licenses lies in the ability to interface the Al via application
programming interfaces directly with specialized databases (such as ITONICS,



Mapagy, or internal company networks), rather than relying on manual data
uploads within a chat interface.

The Law of Diminishing Marginal Returns: At the same time, this workshop
report demonstrates that the user's methodical competence (hierarchical
structuring, precise prompt engineering) remains the decisive lever. A highly
advanced commercial model yields only superficial results under poor human
guidance. A baseline version guided by an experienced expert frequently
outperforms a premium Al lacking human structural command in terms of
efficiency.

Overall Conclusion: For daily entry and conceptual desktop automation,

collaborative interaction with a modern baseline LLM already provides excellent,

publication-ready results. However, for deep industrial deployment involving the

flawless merging of terabytes of protected corporate knowledge and the causal

validation of engineering steps, the path forward will inevitably rely on dedicated,

commercial enterprise models.
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